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About these slides

These slides were prepared based on the
lecture material of Sebastian Raschka

STAT 451: Introduction to Machine Learning
University of Wisconsin-Madison, Fall 2020
Nearest Neighbor Methods

Order, concepts and examples follow the original
lecture notes; the visual style was redesigned and
the notation follows the course conventions. All
credit for the content goes to him.
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Topics

1. Intro to nearest neighbor models

2. Nearest neighbor decision boundary
3. K-nearest neighbors

4. Naive Nearest Neighbor Search

5. Nearest neighbor search with a priority queue
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1-Nearest Neighbor



1-Nearest Neighbor

Task: predict the target / label of a new data point
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1-Nearest Neighbor
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Task: predict the target / label of a new data point
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1-Nearest Neighbor Training Step

xD,y)yeD (D] =n)

How do we “train” the 1-NN model?
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1-Nearest Neighbor Training Step

xD,yMeD  (|D|=n)

To train the 1-NN model, we simply “remember” the training
dataset

Nearest Neighbor Methods D G [if)m



1-Nearest Neighbor Prediction Step

Given
xD,yDyeD (ID]=n)
(x, 77?)

Predict
h(x)

Algorithm —

Nearest Neighbor Methods

closest_point := None
closest_distance := © query point

fori=1,...,n /
current_distance := d(x), X
if current_distance < closest_distance:
closest_distance := current_distance
closest_point := x()
return label y of closest_point



Commonly used: Euclidean Distance (L?)

o

d(x(a),x(b)) — Z (a)

J=1

(b))

® Couputacao



Commonly used: Euclidean Distance (L?)

p
b)y — (a) _ (b)
dx®,x?) = | 3" (x
J=1
X2
100 ox®
7 250
x(a) ®----------- JI
|x1(a) x1(b)| <9
1 ‘ X1
1 10

x2 € [1,100] vs. x; € [1,10] = x; dominates the distance
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Nearest Neighbor Decision
Boundary



Decision Boundary Between (a) and (b)
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Decision Boundary Between (a) and (c)
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Decision Boundary Between (c) and (d)
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Decision Boundary of 1-NN
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Decision Boundary of 1-NN

W class0
3.5 A A class1
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Which Point is Closest to (?)?
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Depends on the Distance Measure!
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Some Common Continuous Distance Measures

p
Euclidean d(x(a),x(b)):JZ x@ _ (b> = []x@ - x®)|,
Jj=1

p
Manhattan d(X(a),X(b)) = Z|X}a) — X;b)| = ||x(a) _ x(b)”1
j=1

Minkowski - Mahalanobis - Cosine similarity -
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Minkowski Distance

o

060 X0 = [ 7 P17 = i -
j=1

g =1 = Manhattan

g =2 = Euclidean
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Mahalanobis Distance

Ay (x(@, x(8)) = \/ (x(®) — x(®)TZ1 (x(2) — x(®))

o 3: feature covariance matrix, estimated from the
training data (as in LDA)

« Differences measured in standard deviations:
features with large spread count less

« Accounts for correlations between features
(off-diagonal entries of X)

distance

e ¥ = diag(cf, .

features

Nearest Neighbor Methods

¥ =1 (variances 1, covariances 0) = Euclidean

.02) = Euclidean on standardized

X2

4

~ = Euclidean distance

| —— Mahalanobis distance




Cosine Similarity

b
(D Ty (6) P J( )
cos(6) = -
T, ™ 5 o 2 ¢ o)
Cosine distance: d(x@,x®)) =1 — cos(6) x(®)
» Depends only on the angle between the vectors,
not on their length o
« cos(8) € [-1,1]: 1 = same direction, 0 = 6 X
orthogonal s
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Discrete Distance: Hamming

P

d(x@ x(®) = le}a) - X}b)| where x; € {0, 1}
J=1

counts the positions where the two binary vectors differ

J=1 =2 =3 =4 j=5 =6 j=T

x@ O o|l1]ofo 1
x®» o0 1 o|lof1]| 0 1

Sex0o0 0 1 1 0 0 = d=1+1=
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Discrete Similarity: Jaccard / Tanimoto

S e e

|AN B |AnB|
J(A,B) = = ,
|JAUB| |A|+|B|-|AN B] LA B
. A, B: sets (e.g., the positions where a
binary vector is 1) !
« J €[0,1]: 0= nothing in common, 1 = !
identical sets S
AUB

- Jaccard distance: d,(A,B) =1 — J(A, B)
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From Binary Feature Vectors to Sets

_J{i. (@ _ _{:.,0) _
A—{j.Xj —1} B—{_j.Xj —1}
the indices of the features equal to 1 (e.g., x; = 1: document contains word )

_______________________________________________

x(@ = A=1{1,2,3,4,56}

= B=1{5,6,7,8,9,10}

I
x®»ilo o ol o|1 1|1 1 1 1

_______________________________________________

atleastone1: AUB ={1,...,10}

Positions where both vectors are 0 do not enter A U B: Jaccard ignores shared absences
(unlike Hamming).
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Jaccard / Tanimoto: Example

A=1{1,2,3,4,56}, |Al=6
B =1{56,7,8910}, |Bl=6

A B
ANB=1{56}, |[AnB|=2
;8 JAUB|=6+6-2=10
9 10

2
J(A.B) =5 =02

d;(A,B)=1-02=0.8

Nearest Neighbor Methods D Qi



Discrete Similarity: Dice

21ANB
D(A.B) = 2 |

« Like Jaccard, but the intersection

counts twice

« De[0,1],and D > J for the same

pair of sets

2J
« Relation: D = ——
1+J

Nearest Neighbor Methods

Al +|B]

Same example:
A={1,...,6}, B={5,...,10}
JANB| =2, |Al+|B| =12

2.2
D(A.B) = == =0.33

vs. J(A,B) =0.2; 222 =033/
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Feature Scaling
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Topics

1. Intro to nearest neighbor models

2. Nearest neighbor decision boundary
3. K-nearest neighbors

4. Naive Nearest Neighbor Search

5. Nearest neighbor search with a priority queue
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k-Nearest Neighbors

X2

o! ) Predict
o \\ g:_) A
o) Q7T .A
+ o+
o ° + *
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Majority vs. Plurality Vote

Ay QOOONEENEN

Majority vote: B
Plurality vote: B

B QOONNENOOOS

Majority vote: None
Plurality vote: ‘
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kNN for Classification

D ={(xV, yM),...,(x0, y®)}y Dy cD

— (i) _ _ |1, if Alistrue,
00 = arg max Z € I(4) = {O, otherwise.
h(x) = mode({yV,..., y¥})
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kNN for Regression

Z)k = {(X(1)7.y(1))""9(x(k)7.y(k))} Z)k cD
) =2,y
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Naive Nearest Neighbor Search

Variant A

Dy = {}
while |Dy| < k:
closest_distance ;= o
fori=1,....n, Vi¢ Dg:
current_distance := d(x(), x)
if current_distance < closest_distance:
closest_distance := current_distance
closest_point := x()
add closest_point to Dy

Nearest Neighbor Methods
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Naive Nearest Neighbor Search

Variant A
Dy = {}
while |Dy| < k:
closest_distance := o
fori=1,....n, Vi¢ Dg:
current_distance := d(x(), x)
if current_distance < closest_distance:
closest_distance := current_distance
closest_point := x()
add closest_point to Dy

Nearest Neighbor Methods

O(k - n)

while: « iterations
for: n points each

each distance costs O(p)

3 R




Naive Nearest Neighbor Search

Variant B

Dk =D
while |Dy| > k:
largest_distance:=0
fori=1,...,n, Vi€ D
current_distance := d(x(), x)
if current_distance > largest_distance:
largest_distance := current_distance
farthest_point := x
remove farthest_point from Dy

Nearest Neighbor Methods
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Naive Nearest Neighbor Search

Variant B
Dk =D
while |Dy| > k:
largest_distance:=0
fori=1,...,n, Vi€ D
current_distance := d(x(), x)
if current_distance > largest_distance:
largest_distance := current_distance
farthest_point := x
remove farthest_point from Dy

Nearest Neighbor Methods

O((n—k)-n)
= O(n2) fork < n

while: n — k iterations
for: up to n points each

each distance costs O(p)




Topics

1. Intro to nearest neighbor models

2. Nearest neighbor decision boundary
3. K-nearest neighbors

4. Naive Nearest Neighbor Search

5. Nearest neighbor search with a priority queue

Nearest Neighbor Methods



Nearest Neighbor Search with a Priority Queue

Idea: keep the k closest points seen so far in a
max-heap, ordered by distance to x (farthest on top)

H :=heap with x(", ..., x%) and their distances
d(x), x)
fori=k+1,....n:
current_distance := d(x), x)
if current_distance < largest distance in H:
remove the farthest point from H
insert x() into H
Dy = pointsin H

Nearest Neighbor Methods D) (e Ef}m
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Nearest Neighbor Search with a Priority Queue

Idea: keep the k closest points seen so far in a

max-heap, ordered by distance to x (farthest on top) O (n lOg k)

H :=heap with x(", ..., x%) and their distances

d(x), x) for: one pass over n

fori=k+1,...,n points
current_distance := d(x\), x) heap: remove / insert in
if current_distance < largest distance in H: O(logk)

remove the farthest point from H
insert x() into H
Dy = pointsin H

each distance costs O(p)
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Priority Queue: Example with kK = 3

i 12 3 4 5 6 7 top = largest

d(x), x) 512171 4|6]|3

max-heap H (parent > children)

Initialize H with the first k = 3 points: the largest distance, 7, goes on top
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Priority Queue: Example with k = 3

i 12 3 4 5 6 7 top = largest

d(x), x) 512171 4| 6]|S3

max-heap H (parent > children)

i=4: 1 <7 (top) = remove 7 and put 1 on top

Nearest Neighbor Methods o e Eﬁm 40



Priority Queue: Example with k = 3

i 12 3 4 5 6 7 top = largest

d(x), x) 512171 4| 6]|S3

max-heap H (parent > children)

Restore the heap: swap 1 with its larger child 5 (cost O(logk))
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Priority Queue: Example with k = 3

i 12 3 4 5 6 7 top = largest

d(x), x) 5217114 6| 3

max-heap H (parent > children)

i=5: 4 <5(top) = remove 5 and put 4 on top (no swap needed)
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Priority Queue: Example with k = 3

i 1 2 3 4 5 6 7 top = largest

d(x), x) 52171 4|6]3

max-heap H (parent > children)

i =6: 6> 4 (top) = not among the 3 nearest: skip
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Priority Queue: Example with k = 3

i 12 3 4 5 6 7 top = largest

d(x), x) 5121714 6]|S3

max-heap H (parent > children)

i=7: 3 <4(top) = remove 4 and put 3 on top
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Priority Queue: Example with k = 3

i 12 3 4 5 6 7 top = largest

d(x), x) 5121714l 6]|3

max-heap H (parent > children)

Done: H holds the distances {3,2, 1} = the 3 nearest neighbors
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Nearest Neighbor Search: Runtime

Nearest Neighbor Methods

Method Time

Variant A O(k - n)
Variant B O((n—k)-n)
Priority queue O(nlogk)

oooooooooo
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